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Existing statistical tools and algorithms are unlikely to suffice for the advanced imaging problems contemplated by our working group.  The problem areas are not unique to statistics, with significant contributions from several engineering disciplines, computer sciences, and applied mathematics.  The problem areas include pattern recognition, clustering, modeling, robust estimation, data exploration, dimension reduction, statistical discrimination, feature extraction, spatial analysis, and prediction.  The challenge is not only to extend existing algorithms to handle high dimensional, multiple-sensor images collected temporally, but also to automate these tasks for massive data sets.  In particular, algorithms must be able to handle data with a fraction of bad points without manual intervention.  Such algorithms are denoted by the label “robust” in the statistical literature.


In what follows, research possibilities in some of these problem areas are described in some detail.  Some small case studies could and should be attempted to illustrate the kinds of success our collaboration may enjoy.

· Visualization:  Data visualization tools can provide useful insight into patterns and structure.  Two widely available tools include geomview from the previous NSF Geometry Center, and Xgobi from a collaboration of former Bell Labs collaborators.  In particular, Xgobi incorporates elementary and advanced visualization ideas.  Starting with scatterplots and rotating scatter diagrams, Xgobi offers the users the opportunity to view the data in parallel coordinates, freeing the user from the usual two- or three-dimensional constraints.  Linked views are provided by the brushing tool, which highlights and selected points in one view, with appropriate highlighting in other linked windows.  Of particular interest for advanced visualization are:  (a) the grand tour, which displays a continuous projection of d-dimensional data, and  (b) projection pursuit, which offers several objective criteria to gauge the interestingness of a projection and may be optimized to find the most interesting two-dimensional projection.  The research interest here might be to extend these ideas to data which are also images.  For example, an MRI might be viewed as three linked images (spin density plus two relaxation times).  A grand tour of this data space would be a smoothly changing definition of all possible linear combinations of the three variables, but viewed as an image.  One might attempt to define an objective measure of “interestingness” of an image, and thus define a new projection pursuit algorithm for images.  This work would serve in the early exploratory phase of data acquisition and analysis.

· Dimension reduction:  The primary tool for dimension reduction is principal components.  As discussed in the previous bullet, projection pursuit provides a more computationally intensive algorithm for finding interesting subspaces, but only of dimension 2.  We have explored other ideas for finding subspaces that are particularly appropriate if the data contain clusters.  (The principal components algorithm is ideally suited for data which follow a high-dimensional multivariate normal elliptical shape.)  One approach is to fit a mixture of multivariate normals to the data, and then use the collection of estimated mean vectors and covariance matrices to guide the projection.  Another more computationally intensive algorithm is to find the subspace which is indicated by the estimated contribution to the estimated bias of a multivariate histogram or kernel density estimator (see Scott, D.W., 1992, Multivariate Density Estimation:  Theory, Practice, and Visualization, Wiley & Sons, New York).  The general idea here is that good projections often are context dependent.

· Clustering:  Statistical clustering algorithms such as k-means and hierarchical clustering are difficult to generalize since they are not model-based.  The lack of a model precludes any analysis of the stochastic properties of the solution.  Approaches to model-based clustering which attempt to model the underlying density function or features of the density have appeared.  Again, the mixture model provides a natural framework for modeling clusters in an unknown set of data, with each mixture component identified as a separate cluster.  Practical limitations include data dimension in the single digits, and multivariate normal densities as the only choice for the mixture distribution.  A less parametric approach is to estimate the density using a nonparametric approach such as a histogram or its smoother relative the kernel estimator. The estimated density surface is searched for every peak, and each peak is identified as the “center” of a cluster.  Because these approaches assume a random sample of data, statistical evaluation of the results is possible.  In particular, the problem of determining the number of clusters is accessible.

· Robust estimation:  The workhorse estimation technique in statistics is the maximum likelihood algorithm.  However, the ML algorithm is susceptible to the effects of bad data.  Statistical manuals often refer to the need to clean data (remove outliers, etc) before running a maximum likelihood algorithm.  The current project contemplates huge databases of images, and the manual process of cleaning data will not be feasible.  Robust estimation algorithms are slightly less efficient than maximum likelihood, but can tolerate 5-10% bad data without requiring manual intervention.  Our research program during the past three years has been exploring a new robust estimation algorithm based upon a minimum distance criterion.  The basic idea is straightforward.  Given a model of the data (commonly, normal), maximum likelihood attempts to find the parameters which have highest probability.  The minimum distance approach, on the other hand, attempts to find the set of parameters so that the L2 distance between the estimated density and the unknown true density is minimized.  If the true density is normal, say, but 5% of the data are outliers, then the minimum distance criterion often faithfully matches the 95% good data, whereas maximum likelihood uses all the data.  There are also a class of modifications to the maximum likelihood criterion itself, but these contain design parameters which are not fully automated.

· Mixture modeling:  The minimum distance algorithm is a new approach to a problem which has been solved by the EM (expectation-maximization) algorithm.  Possible advantages of interest include fitting a subset of the full mixture model, plus better (more interpretable) solutions when the number of components specified is incorrect.

· Image analysis:  The minimum distance algorithm can be applied to the task of finding patterns and objects in images.  Because of the robustness property, specification of the noise shape is less important.  Furthermore, the number of objects in the image need not be known, as they can be located one at a time.  Parameters from unusual data space models such as a mixture of hyperplanes may be estimated by this minimum distance approach.  The intrinsic robustness properties of this algorithm may provide real benefit in our applications.

· Spatial analysis:  Other workers at Rice University are expert in this topic.

· Pattern recognition:  Finding and comparing patterns in microarrays is an excellent research problem.

· Data mining:  A collection of statistical and computer science algorithms for pattern identification.

· Latent semantic indexing:  Used by search engines to find related documents, this approach may find application in genome pattern matching searching.  Another high-dimensional eigenvalue problem.

· Uncertainty visualization:  Recent conferences at LANL and elsewhere have addressed the problem of representing uncertainty from large simulations.  This research topic would be a natural in our work.

· Modeling:  Tree-based decision algorithms, protein structures, etc.

In summary, a statistics core would provide not only a service function but a fundamental research component in advanced imaging and visualization.  A number of individuals at Rice and throughout the medical center might be recruited as a part of the core facility.

